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INTRODUCTION

George Box [1] views scientific progress as consisting of, and requiring, alternating steps

of induction and deduction the former being learning from experience, and the latter

being confirmation of what has been learned. A simplified application of this view to

clinical drug development, which I define to be first in humans to approval, would break

development into two major learn-confirm cycles. In the first — phases 1 and 2A — one

learns, in normals, what dose is tolerated (phase 1), and confirms that this dose has prom-

ise of efficacy in a selected group of patients (2A). The end of phase 2A is a decision

point: is there a sufficiently positive indication of efficacy (and lack of toxicity) to justify

investing in the future development of the drug? If so, a larger and more costly learn-

confirm cycle — phase 2B and 3/4 — is begun. The goal of the learning step of this cycle

(2B) is to learn how to use the drug in representative patients so as to make acceptable

benefit:risk likely. The goal of the confirm step (3/4) is to demonstrate, in a large and

representative patient population, that acceptable benefit:risk is achieved. If it is, appro-

val is granted.

Learning and confirming are quite distinct activities, implying different goals, study

designs and analysis modes. The understandable focus of commercial drug development

on confirmation, as this immediately precedes and justifies regulatory approval, has led,

in my view, to a parallel intellectual focus that slights learning. The predictable result, if

Box is right, is that clinical drug development is often inefficient and inadequate.

In this commentary, I contrast learning and confirming, sometimes exaggerating the dis-

tinction for heuristic purposes. My goal is to help those who are responsible for clinical

development plans and their implementing trial designs to think about their plans and

designs from a learn-confirm perspective. My thesis is that by so doing, more efficient

and informative drug development will result.

LEARNING VS. CONFIRMING

1. What Does the Physician Need to Know?

The first question to which a physician requires an answer when he contemplates institut-

ing a therapy (here, a drug) is whether net benefit is likely. If this basic question is

answered in the affirmative, then a number of more practical questions demand attention.
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For example,

What is an appropriate initial dose for my particular patient?

How soon will intended effect start?

How long will it last?

Will tolerance develop?

What happens if my patient misses some doses?

What are the chances that the initial dose will have to be altered?

What do I follow to see if it needs to be altered?

How do I alter it? Do I wait one week, two weeks, three? Do I then

suggest a big increment or a small one?

It will help to put all of the above questions, and the basic efficacy question, in a concep-

tual framework. Such a framework is provided by the notion of a therapeutic response

surface. Figure 1 (adapted from figure 3 in [2]) presents this idea, in simplified form.

PROGNOSTIC FACTORS

REGIMEN

BENEFIT

Your�

Patient
Best�

Regimen

Maximum�
Benefit

Figure 1 (adapted from figure 3 in [2]): The therapeutic response surface for a given drug relates patient
prognostic factors (sex, age, weight, etc) and dose regimen (amount, timing) to benefit, the net utility of
efficacy and toxicity. A plane perpendicular to the prognostic axis at the value of "your" particular patient
intersects the surface forming a curve (as shown). The optimal regimen for your patient is that correspond-
ing to the maximum of this curve on the benefit axis (here, the value on the maximum benefit "ridge").

In figure 1, a 2-dimensional surface is suspended in 3-dimensional space. Factors

influencing patient response to a given regimen ("prognostic" factors) define one axis

(actually, of course, a set of axes) of the space. This prognostic axis summarizes all the

important ways in which patients can differ that affect outcome either under the drug or
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under alternative treatment. Pharmacodynamic (PD) differences, for example, are of this

type. The second dimension or axis represents all the controllable aspects of a drug regi-

men; dose amount and schedule, and also concomitant therapies. The third, vertical axis

represents benefit; some net utility of efficacious and toxic effects.

The schematic response surface of figure 1 is considerably oversimplified: the real "sur-

face" is neither static, nor is all information about a patient conveyed by his initial prog-

nostic status, nor are exact predictions possible. A realistically useful response surface,

as is clear from the physician’s questions, must include the elements of variability, uncer-

tainty, and time, but I will not need to introduce these complications to make my points.

The goal of confirmation is to falsify the claim that efficacy is absent. In terms of the

response surface, the goal is to prove that it rises above the zero-benefit plane at some

point. The goal of learning is to estimate the response surface itself, at all relevant points.

Confirmation must thus answer only a single yes/no question: is the null hypothesis

falsified or not? Learning must address an essentially infinite set of quantitative ques-

tions concerning the functional relationship between prognostic variables, dosage, and

outcome. It will come as no surprise, then, that the activities one must undertake to

satisfy these essentially different purposes should also differ.

To contrast designs for learning and confirming, I divide the total set of design choices

into three types: "assignment," "observation," and "analysis." There are two types of

assignment choices. The first refers to the choice of how and what treatments to assign;

i.e., randomization, blinding, and the regimens on the regimen axis. The second refers to

the choices on the prognostic axis of types of patients to include and exclude. There are

three types of observation choices: prognostic factors, exposure measures, and outcomes.

The analysis choice is between the hypothesis-testing and (probability model-based) esti-

mation modes.

Designs for learning and confirming share one crucial assignment choice (see Table 1):

they both rely on randomization to prevent confounding of results by biased initial

assignment. Otherwise, learning and confirming differ with respect to all three types of

design choices, due to the differences in the goals of the two activities.
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Table 1 — Study Designs for Learning and Confirming

Design Feature Confirming Learning������������������������������������������� ����������������������� � �����������������������

Assignment
Randomized assignment Yes Yes
Regimens Few Many
Subjects Homogeneous Heterogeneous
Balance Yes Optional

Observation
Balance Yes Optional
Prognostic

Baseline Few Many
Ongoing None Many

Exposure
Compliance No Yes
PK No Yes

Outcome
Clinical Few Many
Pharmacologic Very few Many

Analysis
View Frequentist Bayesian

Testing Estimation
Assumptions Few Many
Certainty Great Little
Model for Outcome Simple Null Causal

Treatment As-assigned As-treated
Prognostic variables Stratify Model

2. Differences in Assignment

For the first assignment choice, choice of regimen, a "pure" confirmatory study random-

izes patients into two treatment assignment groups, test and control, usually of equal size,

while a learning design uses many different regimens and does not necessarily assign

these to equal numbers of patients. The test group in a confirmatory design is assigned a

regimen at a point well out on the regimen axis, so long as toxicity is unlikely, while the

control group is assigned the least effective ethically acceptable alternative treatment that

does not include the test drug; i.e.; the zero-point on the regimen axis. The reason for

these choices is simple: large doses will maximize benefit magnitude, if, as usual, dose-

response is strictly non-decreasing, while zero dose obviously minimizes new-drug-

related benefit. Thus a confirmatory design is optimized to reveal a non-zero point on the
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response surface. In contrast, dosage is spread out all along the regimen axis in a learning

design because we wish to know the whole "dose-response" curve, not just 2 extreme

points.

For the second assignment choice, type of patient to be studied, a confirmatory design

chooses a homogeneous set of subjects; that is, subjects are all from a narrow region on

the prognostic axis. This region is chosen to be one that defines patients likely to show

benefit. A learning design, in contrast, is inclusive; it chooses patients all along the prog-

nostic axis. The reason for this difference is as before: choosing a homogeneous group

of patients, all likely to show benefit, minimizes the number of subjects required for

confirmation and more sharply accentuates treatment induced differences, rather than

pre-existing ones, while choosing a heterogeneous patient group allows the variation in

dose-response with prognostic features to be discovered.

3. Differences in Observation

Prognostic observations are of two types, baseline and ongoing, differing not in kind, but

in when measured. Severity of illness at baseline may affect subsequent outcome, but so

may changes in severity of illness during the study period. The former is a baseline prog-

nostic variable, the latter an ongoing one. While both types of prognostic variables may

be observed in a confirmatory design, only baseline values are used in the analysis1, for

reasons I will discuss shortly. In learning designs, both types of prognostic variables are

measured and used, so that variation on the prognostic axis can be related to variation in

drug-specific response.

For learning studies, in contrast to confirmatory ones, an entirely new covariate type is

required: drug exposure. The usual surrogate for this is the plasma concentration vs. time

profile. The determinants of this profile are individual pharmacokinetics (PK), and drug

taking behavior — compliance — the time and amount of actual doses taken. Compli-

ance is measured so that actual regimen, not a poor surrogate, nominally assigned regi-

men, can be related to prognosis and outcome, as the goal of a learning trial is to

correctly attribute outcome differences to variation in actual regimens. The goal of a

confirmatory trial is to correctly attribute outcome differences to variation in treatment
�����������������������������������
1. Strictly speaking, ongoing prognostic events may be used in a confirmatory analysis to "censor" the patient if the prog-
nostic event prevents subsequent observation of the primary study endpoint. An obvious example is "loss to follow-up."
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policies. As treatment policy is completely determined by treatment assignment, not

subsequent adherence to it, there is no need for actual exposure data.

Outcome observations in a confirmatory design are usually restricted to just one or two

clinical efficacy measures (a larger number of toxicity outcomes may be observed, but

this is because the analysis of a confirmatory trial for toxicity is actually a learning

analysis [3]). In a learning trial, multiple endpoints are of interest, many of which are

so-called, intermediate, or surrogate effects. The latter are factors on the causal path

between the drug and the effects of interest, either efficacious or toxic. These intermedi-

ate endpoints will typically include those things a physician would measure to monitor

therapy so that the study results can be used to advise him how to titrate dosage.

4. Differences in Analysis

Analysis of a confirmatory trial proceeds by contrasting the average outcomes in the two

initial assignment groups. If (i) the data are incompatible with the belief that the average

outcomes are independent of assignment, and (ii) the observed average outcome in the

test group is preferable to that in the control group, then one has falsified the claim of no

beneficial treatment effect, and may therefore conclude that the test treatment is

efficacious. Extrapolating that result to future patients, one asserts that the basic efficacy

question is answered in the affirmative. Analysis of a learning trial proceeds by building

a probability model of the relationship between outcome variables on the one hand, and

exposure and prognostic variables on the other, taking into account the inta-subject corre-

lation of responses due to unmeasured individual prognostic features (see, e.g., [4, 5]).

Extrapolating the model to future patients allows one to predict individual response to

various regimens, and hence to make individualized dosage suggestions.

The frequentist statistical view is ideally suited to empirical "testing" because it

quantifies the likelihood of observing extreme differences in outcome patterns among

groups due to chance alone (i.e., under the null hypothesis of no treatment effect). To the

extent that such a demonstration relies little on assumptions the truth of which cannot be

assessed from the trial data themselves, the greater the certainty with which one can con-

clude that efficacy has been demonstrated. In fact, for the simplest confirmatory designs

and sharpest null hypotheses, virtually no assumptions whatever are needed [6]. No

(unproved) a priori assumptions means unequivocal conclusions. This is the great
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strength of a well designed and executed confirmatory study: when the null hypothesis is

rejected, the meaning is clear and unequivocal. Such certainty does not come without a

price, as I now illustrate with three examples.

First, confirmatory analysis is by assigned treatment (so called intention to treat) not

because we actually believe everyone follows instructions perfectly, nor because, as dis-

cussed above, confirmation asks a policy, as opposed to a pharmacologic question, but

most importantly because we do not wish to assume that those who choose to adhere to

assignment are prognostically equivalent to those who do not. Analysis by actual, as

opposed to intended assignment, requires just such an assumption if apparent treatment

effects are to be ascribed to the treatment, and not to the factors that determine adherence

[7]. But intent to treat analysis typically under-estimates true (i.e., pharmacologic) treat-

ment effect magnitude due to dilution of true drug effect, seen in compliers assigned to

drug, by lack of effect in those similarly assigned who do not comply. The power of the

study to reject the null hypothesis is thereby reduced. Thus, choosing to do an intent to

treat analysis, and thereby avoid the assumption that compliance is non-confounding,

means that one is willing to pay the dual price of a larger study and a biased estimate of

true treatment effect.

Second, "correcting" for baseline differences among patients by stratifying the analysis

according to prognostic variables, as is sometimes done in confirmatory analyses, or

studying more than 2 treatment arms, essentially amounts to performing a separate

analysis for each stratum, or each arm. This can be very inefficient as strata or arms prol-

iferate, and again requires larger study size to preserve power. It only pays off if

between-stratum outcome variability is quite large, or the outcome in each stratum or

arm is of great intrinsic interest. These inefficient strategies are not used because we

doubt that prognosis varies smoothly with variation in prognostic variables, or with treat-

ment regimens, as we will readily assume in a learning analysis, but because assuming a

parsimonious model for such covariation requires assumptions as to the shape of such a

relationship that cannot be verified using only the data from the study. Again, the price

for avoiding such assumptions is larger study size.

Finally, the fear of relying on unprovable assumptions justifies the choice of equal size

assignment groups: the precision of the average treatment effect in each group as an esti-

mate of the corresponding population mean is proportional to the number of individuals
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in the group. The precision of the difference of the two averages (the test statistic) as an

estimate of the population difference can be no greater than the least precise of the two

factors. Precision is therefore maximized when the two groups are of equal size. But the

implication is that all we know about outcome in either group is what we learn from the

current study. Surely, when the control group receives standard therapy, we know a good

deal more about their likely outcome than just what we learn from the data at hand. Yet

we dare not use this prior knowledge to assign more patients to the less well known out-

come group for fear of the loss of credibility associated with using "prior knowledge,"

here, from historical controls, to augment the control group data.

Turning now to analysis of a learning trial, estimating the response surface requires that

scant observations at many points on the surface be somehow linked to yield a coherent

picture of the whole. Points are scant because a learning trial includes many different

kinds of patients and studies many different dosages — it cannot therefore study very

many individuals at any point on the prognostic - regimen plane. In fact, given that no

patient complies, in detail, exactly as another, each individual sits at a unique point on

the regimen axis, and hence on the prognostic - regimen plane. Reliable assumptions

about the form of the relationship between regimen, prognostic factors and outcomes are

therefore needed to interpolate and extrapolate between and beyond the isolated points

that are studied, and these can only come from prior scientific knowledge. Assumptions

about the "mechanism" of compliance will also be needed if the confounding alluded to

above is to be avoided [7].

The Bayesian view is well suited to this task because it provides a theoretical basis for

learning from experience; that is, for updating prior beliefs in the light of new evidence.

I am using the term Bayesian here to describe a point of view, and not a particular statist-

ical method involving use of a prior probability distribution when analysing data. I iden-

tify the Bayesian view, essentially, with the scientific view: prior knowledge (i.e., vali-

dated scientific theory) is to be incorporated into the analysis of current data, and thereby

be updated. Prior knowledge can be introduced, as I stress here, through the assumption

of mechanistic scientific models for the data, and additionally, but optionally, through an

informative prior probability distribution on the value of the parameters of those models.

I have just asserted, and will shortly show by example, that models (i.e., assumptions) are

needed to interpret complex quantitative experience. The reason is this. The total
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variation in the outcomes in a fixed data set resulting from a trial is itself fixed. That vari-

ation can be thought of as being divided into two types, "signal" and "noise." Signal is

variation that is related to interesting individual differences. In particular, for clinical tri-

als, these are differences in treatment assignment. Noise, in this view, is variation within

assignment groups; that is, outcome variation due also to individual differences, but not

to those of particular interest. Now, the information content of a set of data is roughly

proportional to the signal to noise ratio. Models do not change the data; total variation is

fixed. Models can only increase signal:noise, therefore, if they transform the latter into

the former, and this is just what they do. For learning studies, then, within group varia-

tion in prognostic factors or drug regimens is a source of signal about individual "dose-

response." For confirmatory studies, in contrast, all differences within assignment groups

is noise, as no scientific model is used to "adjust" for their effect on outcome2.

Just as there is a price to pay for avoiding assumptions, so is there one to pay for freely

making them.

First and foremost, if assumptions are wrong, then so may be conclusions. Fortunately,

scientific "assumptions" are often well established and credible, and perhaps unlikely to

be entirely "wrong". More to the point, however, understanding the different roles of

learning and confirming in drug development suggests that learning does not require

great certainty. Under an enlightened drug development plan, the "hypotheses" that the

learning trials generate (i.e., the individualized dosage regimens) will be tested in later

more rigorous confirmatory trials. Thus, we "learn" in stages 1 and 2A to design efficient

and informative confirmatory trials for stages 2B and 3/4.

There are other problems with learning trials. The greatest one is that there are no ready

templates for good learning designs, only principles. For example, we know that we

should vary regimen widely, but exactly how many regimens we should use for greatest

efficiency is not known. Or, if the number of costly observations we may take is limited,

should we observe each patient the same number of times? If so, should we observe each

patient at the same times? At present, design questions such as these can only be

answered approximately, using trial and error computer simulation of alternative designs,
	�	�	�	�	�	�	�	�	�	�	�	�	�	�	�	�	�	
2. This is not strictly true. Stratification, as previously noted, can be used to make such adjustments. However,
stratification is equivalent to defining new and distinct treatment "groups." Thus it is, at best, only the most primitive sort
of "scientific modeling," in the sense that I use the term here.
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assuming a reasonable model for the underlying science. Unfortunately, software for

even this less than entirely satisfactory option is not readily available.

Even if a reasonable design for a learning trial is available, data analysis and communica-

tion of results present other problems. Model-based analysis is more an art than a sci-

ence. It requires a blend of subject matter expertise and quantitative skill. The number of

individuals capable of doing such analyses well are few, and neither training programs in

biostatistics nor in PK/PD are producing them at an appreciable rate.

Even if an analysis is performed well, it can be difficult to communicate the results to

others less skilled in modeling. They must be shown the goodness of fit, but they must

also be shown the sensitivity of the fit to variation in (unproved) assumptions. Graphical

tools for this purpose are sorely needed, but they are still in an early stage of develop-

ment.

LEARNING IN DRUG DEVELOPMENT

Having discussed at considerable length the distinction between learning and confirming,

it is now incumbent on me to suggest specific ways in which heightened awareness of

this distinction can enchance drug development.

1. Phase 1

Certainly, focussed studies of pharmacokinetics, metabolism, and pharmacology are

increasingly advised and undertaken during phases 1 and 2 of drug development.

Because every drug is different at the level of detail considered in phase 1, it is difficult

to add anything specific to the general advice to pursue understanding before embarking

on empirical confirmation. Thus, for phase 1, I can only reiterate the advice of others

[8], and urge drug developers to consider carefully what questions they wish to answer,

and to design studies that are targeted to those questions. These studies will necessarily

have scientific goals, and will be (and currently often are) learning oriented.

2. Phase 2A

This confirmatory phase may profit from additional learning orientation. I discuss this

idea below with reference to phases 2B-4. Many of the ideas presented there are applica-

ble here as well.
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3. Phase 2B

Here I can be considerably more specific. Phase 2B is an opportunity to learn about vari-

ation in PK and (short term) PD in patient groups. Studies specifically designed to eluci-

date such variation should be learning oriented, as the goal is estimation of certain

features of the response surface. Dose ranging is a generic example. I use it here to

illustrate the difference between the current confirmatory approach, and a learning one.

Current dose-ranging studies typically assign patients to one of a small number of possi-

ble dose magnitudes, or placebo. Outcome is observed after some time. Analysis is by

intention to treat, and if the hypothesis that the outcomes differ among arms is rejected,

then the minimum effective dose is taken as the minimum magnitude studied dose that

demonstrates a significant outcome difference from placebo.

This approach has at least the following faults: (i) only a small number of locations on

the regimen axis are assessed; (ii) dosage individualization is not studied because prog-

nostic variation among subjects is suppressed; (iii) only a limited set of outcomes are stu-

died, (iv) the shape of individual dose-response is not assessed because only a single

dose-rate magnitude is adminsitered to any individual patient, and (v) the manner of

choosing the (minimal effective) dose is illogical, as it does not necessarily find such a

dose (under any reasonable definition of same), even for the type of effect and patient

studied (see Filloon for a useful discussion [9]).

All of these faults are directly attributable to the fact that confirming is being done when

learning is needed. A first step towards learning is to take advantage of the fact that the

dose-effect relationship within an individual has a fairly predictable shape: it starts at

zero and smoothly increases to an asymptote. If each individual is studied at more than

one dose, short "segments" of this curve can be estimated for each, and, using appropriate

statistical methodology, these segments can be combined to estimate the distribution of

individual curves, and also a population average curve (I will present a specific example

of this shortly). This, of course, is how a full cross-over study could be interpreted, but a

less rigorous design can yield similar results (see [10]). In this less rigorous design, the

particular set of dose levels studied in each patient may differ (unlike in the cross-over

design) and can be chosen by successively raising dose from a small initial value until

some clinical endpoint, efficacious or toxic, is reached (also unlike a cross-over design,

in which each patient receives a selected set of dose levels in random order). Different
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individuals can follow different escalation trajectories so that when all data are com-

bined, many different points on the regimen axis will have been examined. Minimum

effective dose can then logically be defined as the dose yielding a minimum effect in a

specified percentage of patients, as predicted by the model. Because dosage is adjusted

for clinical indications, a more heterogeneous group of patients can ethically be studied,

so that information on how dose-response differs with prognostic variation can be deter-

mined. Such an approach to dose-ranging, in favorable circumstances (see below), has

recently been endorsed by The International Conference on Harmonization of Technical

Requirements for Registration of Pharmaceuticals for Human Use (ICH) [3]. (See also

[11-13] for other suggestions for more learning-oriented dose ranging designs.)

For the dose escalation design to be valid for dose ranging, the following assumptions

must hold: (i) the patient/disease must be time-invariant, and the treatment effect must be

reversible, (ii) each different dose level must be administered for long enough so that full

response on that level is seen, (iii) each different dose level must be administered for

long enough so that there is no carry-over of response from the previous dose level, (iv)

there must be no systematic period or sequence effect, (v) the shape of a typical indivi-

dual dose-response curve must be known throughout the relevant dosage range, (vi) indi-

vidual curves must be quantitatively similar if not identical, and (vii) the unobserved

dose-response curve of those patients failing to escalate beyond a given point due to

advent of the endpoint must follow the same trajectory as the observed portion of their

curve. In contrast, the parallel dose-response design requires only weak versions of

assumption (i) and (ii), while the crossover design requires only assumptions (i) - (iii).

Thus does learning involve greater dependence on assumptions than confirming.

The dose escalation design is, in fact, only a first step towards more learning-oriented

dose ranging. A further step takes advantage of the following scientific causal "model"

of drug action: dose → concentration → effect. Under this view, PK studies can eluci-

date the dose → concentration part of the relationship for various prognostic groups, so

that the only further information needed for "dose-ranging" is the concentration → effect

relationship. If this can be assumed to be independent of prognostic variables (a strong

assumption indeed), then one need study this relationship only in a convenient group,

such as "normals." The gain in efficiency by going only this far is enormous, but even

more is possible. If response follows concentration with little lag, then a single infusion

to a subject can generate a considerable range of concentrations and responses, so that an
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entire concentration-response curve can be constructed from just a short single dose

experiment. With linear PK, the result of this exercise is an input-rate - time - response

model, applicable to any and all possible input rate candidates. Such a model permits

one not only to find an optimal population average (or individualized) "dose", but, in fact,

an optimum input-rate schedule. This is precisely the strategy used by Lemmens et

al [14] who studied the PK and EEG "response" to infusions of an opioid anesthetic, and

were able to extrapolate this to optimal regimens for clinical endpoints in patients under-

going surgery. Note, though, how many "assumptions" must hold for the approach to be

valid!

4. Phase 3/4

While learning is not the primary goal of this phase, it is a most important subsidiary one.

As confirming, the primary purpose of this phase, must not be compromised, one must

learn while confirming, not instead of confirming. Fortunately this is possible. Before

discussing how to do so, however, I justify the need for learning in this traditionally

exclusively confirmatory phase.

The most obvious reason is that at no earlier stage is it possible to study as large a

number and as wide a variety of patients as in phase 3/4. Indeed, most of the response

surface, especially as it varies along the prognostic axis can only be studied at this stage.

Thus, important "learning" about the response surface for purposes of appropriate label-

ing will either take place at this stage, or will not occur at all.

Another reason to learn during this stage is economic. The major expense of a clinical

trial is the fixed overhead associated with carefully managing and observing patients over

time. If this cost is already committed for a confirmatory trial, the marginal cost of

adding learning components can be quite modest.

The most important reason to learn while confirming, however, is none of the above. It is

because confirmation sometimes fails. That is, sometimes the null hypothesis of no out-

come difference between treatment groups cannot be rejected. If it cannot, the lesson is

not that the drug does not work, but only that the study provides no solid empirical evi-

dence that it does. What is needed at this point in order to plan future action is a diag-

nosis: why did the confirmation fail? Only if there are learning-oriented features to the

study can this question be answered. The cause may not be lack of efficacy, but, for
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example, non-compliance. If such an explanation is found, a drug that might inappropri-

ately have been abandoned may get a new lease on life.

To understand how learning and confirming are possible from the same study, one need

only recognize that the only crucial design feature of a confirmatory trial is uncon-

founded nominal assignment, a feature common to both confirmatory and learning trials,

as I have defined them here. The other (observation) design features typical of a

confirmatory trial — little variation along the prognostic axis; few, but well separated

points along the regimen axis, and few endpoints — all simply work to increase

efficiency. A learning analysis of a confirmatory trial can be done, therefore, if only the

observation strategy is modified; that is, if one measures baseline and ongoing prognostic

covariates (despite their possibly limited variability), exposure variables, and multiple

(often serial) endpoints. Thus if one is willing to settle for the limited heterogeneity of

patients and assigned treatments that the confirmatory design prefers, then learning while

confirming is simply a matter of taking extra measurements, and doing an additional

analysis.

To some extent, the limitiation just discussed, at least with respect to the regimen axis,

may be more apparent than real: assigned regimens may be few, but actual regimens may

be many. The "experiment of nature" that occurs when patients comply variably with

assignment, coupled with natural variation in PK can cause sufficient variation in drug

exposure (i.e., concentrations) to cover a considerable window on the regimen axis (see

the example, below). However, variation of this nature carries the risk of confounding, so

that designed variation in regimen is more desirable.

One way to accommodate greater designed variation in regimen within the traditional

two-arm confirmatory paradigm is by being a bit more creative in the definition of an

"arm." There is no reason to insist on a fixed regimen in a given arm. The test drug arm

can be defined as a protocol that titrates dose within a fixed range according to observed

clinical outcomes. This can be contrasted with a similar titration arm using placebo or

other alternative. The primary confirmatory analysis still compares the arms, but a

secondary explanatory analysis uses the actual dosage. This idea can be extended

further. Designs in which "satellite" groups of patients with greater prognostic variation,

or satellite treatment periods with greater regimen variation are added to a core

confirmatory design have been suggested [5]. The confirmatory analysis is limited to the
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core data, while the learning analysis uses all core plus satellite data.

CONFIRMING vs. LEARNING — AN EXAMPLE

To illustrate the value of taking a learning view of a learning problem, I will present both

a confirmatory and a learning analysis of a single trial, one with a basic confirmatory

design, but one which also exhibits adequate learning features to permit it to be analysed

from that point of view as well.

The trial is a recent one of theophylline for acute airways obstruction [15]. For purposes

of illustration, I ask the reader to indulge me and think of theophylline as a new drug.

Also, although the trial was designed to compare responses at two different, randomly

assigned, steady-state levels of theophylline concentration (a so-called concentration-

controlled clinical trial [16]), I will present the results as though the randomization had

been to low and high doses, not low and high concentrations. From this perspective, the

trial is a dose-ranging trial, with a design similar to one that might currently be under-

taken in phase 2B for a drug under development. The classical 2-arm design of the trial

allows it also to serve as an illustration of a phase 3/4 efficacy study if we think of the

low dose group as the control group.

One hundred seventy four patients were randomized into two groups of equal size to

receive "high dose" and "low dose" therapy. Entrance criteria were acute airways

obstruction presenting to the Emergency Department and requiring, in the attending

physician’s opinion, intravenous theophylline. The randomly assigned dosage was

administered, at first intravenously, and then, when the attending physician felt it was no

longer necessary to use that route, orally. Additional acute treatment (primarily steroids

and inhaled nebulized β-agonists) was administered at the physician’s discretion.

The response variable of concern here is Peak Expiratory Flow Rate (PEFR). Measures

of toxicity were also taken; but these will not be discussed. PEFR was measured before

beginning theophylline (Pre), 15 minutes after the end of the loading infusion, 5 hours

after commencing theophylline treatment, and at 24 and 48 hours. It was also measured

at the time of switching from intravenous to oral theophylline (End IV) , at the time of

hospital discharge (DC), and at one week after admission, usually at an out-patient (OP)

department visit.
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1. A Confirmatory Analysis

Figure 2 compares PEFR between assignment groups at the times of measurement. The

differences do not attain statistical significance (according to a t-test) at any time.

Figure 2. PEFR vs time. Reproduced from [15], with permission. Dark bars are the high-dose group, clear
bars are the low dose group. For symbols along the abcissa, see text.

This essentially constitutes the confirmatory analysis for differential efficacy: the null-

hypothesis of "no difference attributable to assigned treatment" cannot be rejected. If

this were an efficacy trial, we would be forced to conclude that efficacy has not been

demonstrated. As a dose-ranging trial, strictly speaking, we should count the study as

having failed to establish a clearly preferable dose.

Although we are not entitled to conclude that the null hypothesis has been confirmed, the

small differences and narrow confidence intervals (vertical lines at top of bars) certainly

suggest that this is so. For efficacy, then, we might be tempted to conclude that efficacy

(relative to the low dose control) is absent, and for dose ranging, that if both doses are

efficacious (an unproved supposition), then the "low" dose is the minimally effective one.

For either purpose, these are most unsatisfying results.
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2. A Learning Analysis

The small differences seen in figure 2 at all times except "Pre" and "OP" favoring the

high dose group provide reason to hope that some dose-response may actually be present.

To verify this, we take a closer look at PEFR vs time, confining the examination to a

period of intensive observation, the first 100 hours, and to those individuals in whom

PEFR was serially measured up to at least 48 hours. Figure 3, on the left, shows indivi-

dual PEFR vs time trajectories by assignment group for these selected individuals. The

right-hand panel shows the same data as on the left (individual points are no longer con-

nected) with a running median smooth through the high dose (solid line) and low dose

(broken line) data to emphasize the overall group responses. The suggestion of figure 2

is confirmed: there is separation between groups, although it is considerably obscured by

overlap of individuals. Apparently the confirmatory analysis failed because the

between-group "signal" is too small relative to the within-group "noise."
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Figure 3. PEFR vs time for the first 100 hours in subjects providing data at least up to 48 hours. Left
panel: individual PEFR vs time points are connected with solid lines (high dose group) or broken lines (low
dose group). Right panel: squares are PEFR values from the high dose group; + are values from the low
dose group. The solid line is a non-parametric smooth curve (running median) to help visualize the
"center" of the high dose group’s PEFR values vs time. The broken smooth curve similarly helps visualize
the time trend for the low dose group.



- 18 -

An obvious explanation of the PEFR overlap between groups (i.e., high noise) is that

despite assignment to low and high dose groups, a good separation between low and high

theophylline exposure was not, in fact, achieved. This might have occurred because of

lack of physician cooperation, or the vagaries of pre-existing PK differences between

groups. Fortunately, the measured theophylline concentrations can elucidate this point (of

course, these were part of the controlled concentration design, but we are pretending that

they were not). Figure 4 plots concentration vs time for the same patients as figure 3, and

shows that poor separation of theophylline concentrations between groups does not

explain the disappointing results: good separation was achieved and maintained in the

two groups, with much less overlap between groups than is seen in figure 3.
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Figure 4. Theophylline concentration vs time for the first 100 hours in the same subjects as figure 3. For
explanation of symbols and lines, see legend to figure 3.

Lacking an easy and obvious explanation, we turn to the fundamental step in a learning

analysis: an attempt to scienticically model the data, and thereby enhance signal:noise.

Notable when figures 3 and 4 are contrasted is the improvement in time of PEFR, despite

time-constant theophylline concentrations. Thus, to model these data, we are led to the

following conceptual scheme [17].
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PEFR = Baseline + Time + Theophylline + ε, (1)

where the terms Baseline , etc., denote the effects of the factors they name, and ε denotes

random error: clearly, no model will "explain" (predict) each datum exactly.

We assume that for each individual, there is a normal PEFR (N ), which is the maximum

individually attainable, and there is a Baseline value (B ), with which he or she presents

to the Emergency Department. Under this view N −B is the restorable part of PEFR. The

Baseline value, B , is modeled as an individual specific constant (essentially it is the

"Pre" value, corrected for random error). The individual specific normal value, N , is

modeled as depending on a baseline prognostic covariate, viz, diagnosis: Chronic

Obstructive Pulmonary Disease (COPD) or Asthma.

Time is a surrogate for all ongoing prognostic covariates; that is, for such things as the

effect of steroids, bronchodilators, and bed-rest. The Time model can be written as

Time = f T (t )(N −B ), (2)

where f T is a function of time (t) since presentation, which is smooth, monotone non-

decreasing (i.e., it either rises or remains unchanged with each increment of time), and

takes the value zero at t =0, and unity at the one-week (OP) observation time. In a

modeling approximation, the function f T is considered to be the same for each indivi-

dual; only the population mean value is sought.

Theophylline concentration is the exposure variable. It substitutes in the learning

analysis for the less precise "assignment group" of the confirmatory analysis. Theophyl-

line concentrations are regarded as acting to restore PEFR, but only that part of PEFR

which is available to be restored, namely that part not yet restored by Time . The follow-

ing model expresses this idea:

Theophylline = αf C (C )[(1− f T (t ))(N −B )], (3)

where 0 ≤ α ≤ 1, C is theophylline concentration, and f C is a smooth function of C with

the same properties as f T (it achieves unit value at C = 30 mg/L, pre-assigned to be near

the maximum observed value in the study). The expression in square brackets in (3) is

the "amount" of PEFR available to be restored which has not yet been restored by Time .

The fraction, α, expresses the possibility that maximally effective C may not be able to

fully restore the PEFR remaining to be restored. It can be regarded as the fractional
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theophylline potency relative to Time . Again, only population average αf C is modeled.

(It may not be obvious, but a little algebra on (2,3) reveals that the model is symmetric in

Time and Theophylline ; that is, (2,3) could as well have been described as Time restor-

ing the PEFR Theophylline has not yet restored.)

As banal as the "model" of Eqs (1-3) may seem, it is none the less a scientific model; it

makes a host of subject-matter-specific (i.e., scientific) assumptions, albeit obvious ones,

about how the data arise. It is perhaps worth drawing attention to these, to emphasize the

point. Eq (1) asserts that separate factors interact to produce a final effect. Eq (2) asserts

that (i) each patient tends towards a stable state (N ), which is (ii) a function of baseline

state (COPD vs Asthma), and in the aggregate, (iii) movement toward that state from the

initially deficient state (B ) occurs smoothly in time. Eq (3) asserts that drug (i) cannot

produce action when it is not present, (ii) acts to restore the patient to his homeostatic

state (N ), but (iii) has limited effectiveness in so doing (α), and (iv) can do so only to the

extent that other beneficial influences do not. The obviousness of the "science" embo-

died in (1-3) in no way dims the message: science is central to learning. Indeed, if the

model made more subtle and startling physiological claims, the conclusions we might

draw from it would be that much more suspect.

The model of Eqs (1-3) was fit to the data of figures 3 and 4. Figure 5 shows the good-

ness of fit. On the left, predictions of PEFR are compared to observed values and the line

of identity is shown for reference. This is a pessimistic view of the goodness of fit, as

part of the PEFR variability captured by the model is not shown: the model estimates

individual-specific values for B and N , but the predictions in the figure are made using

population average values only. The right-hand panel shows PEFR vs time with associ-

ated smooths (solid lines). Two groups are distinguished, those patients with asthma

(squares) and those with COPD (+). Smooths of the predictions of PEFR vs. time are

also shown (broken lines); the predictions themselves are not shown in this panel. It is

clear that N typically differs markedly according to diagnosis, and it is also clear that the

predictions capture the basic time trends in the data.

The fitted model itself is depicted in figure 6. On the left is predicted PEFR for a typical

asthmatic subject. The lines depict the effect of Time (i.e., f T ), at 4 different steady-

state levels of theophylline (C ), 0, 5, 10, 20 mg/L. It is clear that at early times, theo-

phylline restores appreciable amounts of PEFR (ca. 70 L/min at C =20), but that Time
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PEFR is plotted against time for patients with asthma (squares), and those with COPD (+). High and low
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eventually restores all that can be restored, and at late times, theophylline adds little.

The right panel goes to the heart of this example: the maximal, time zero, effect of theo-

phylline as estimated from the data is seen to have the concave shape typical of phar-

macological response curves, to be significantly different from a flat zero effect, and

quantitatively to be in accord with previous experience with this drug: half maximal

effect at about 10 mg/L; full effect by 20 mg/L. The fractional potency of theophylline

(relative to Time ) is a non-trivial 40%.

3. The Two Analyses Contrasted

Recall that the confirmatory analysis left us questioning the efficacy of the drug and hav-

ing no notion of the shape or location its dose-response curve. While the range of shapes

for the concentration response curve of figure 6, and the value of α compatible with the

data are undoubtedly wide, the point is that the learning analysis supports rather than

questions the presence of efficacy, and offers a plausible notion of theophylline’s
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to study.

concentration response.

The theophylline example is a particularly compelling illustration of how modeling turns

"noise" (intra-group variation in response due to interindividual variation in baseline,

normal PEFR, and diagnosis, and within-individual variation in time and exposure) into

signal, thereby allowing quantitative estimation of the (efficacy) response surface for the

drug. The crucial features of the design that allow this are these: (i) The outcome meas-

ure (PEFR) is quantitative, rapidly responding, and measured at baseline and serially in

time; (ii) serial exposure (PK) data is available so that "as treated" exposure can be com-

puted, rather than having to rely on group assigned dose (i.e., intention to treat); and (iii)

baseline and ongoing "prognostic" covariates (diagnosis and time) are available to further

"explain" the noise and increase the signal:noise for drug effect. Note that all of these

features are present due to observation design choices; none interfere with the initial ran-

domization, or with the ability to perform the confirmatory analysis. The science that

permits the design features just listed to be used to learn concentration-response is that



- 23 -

embodied in equations (1-3): we can learn nothing from the exposure, prognostic, and

serial endpoint data without such a model, and the model is useless without those data.

The theophylline example illustrates not only the power of modeling, but its most impor-

tant weakness as well. Consider the value of the parameter, α. If physicians keep a (pos-

sibly time-varying) therapeutic objective in mind when treating acute airways obstruc-

tion, then they might, if a patient fails to reach this goal, increase the intensity of their

efforts to achieve it. Since they are prevented, by study design, from changing theophyl-

line dose to do so, whatever beneficial changes in other treatment that they might make

to this end would be ascribed, in the model-based analysis, to the effects of Time . Thus,

α might be downwards biased if these feedback efforts on the physician’s part were suc-

cessful in damping the differences in PEFR that would have been seen if all other therapy

had been held constant. This line of argument reveals that a previously unstated assump-

tion of model (1-3) is that the Time effect does not depend on (lack of) response. If that

assumption is violated, then the estimate of α may be biased. This, then, highlights not

only the dependence of model-based analyses on unproved (and often unprovable)

assumptions, but also the reciprocal relationship between assumptions and design restric-

tions (here, control of other therapies): the more of the latter, the lesser the need for the

former.

DISCUSSION

I and others have recently advocated increased attention to science (learning) in clinical

drug development. Some of us have lamented the lack of scientific orientation of clinical

drug development (e.g., [2, 18]) and documented its costs (e.g., [19]); others have sug-

gested particular science-based approaches (e.g., [8, 20-24]) and documented their value

(e.g., [14, 25]), while still others have discussed the relevant analytic framework

(e.g., [26, 27]). Moreover, FDA scientists have urged, and enlightened drug development

programs have used, all of the design ideas I have discussed above; none are new. None

the less, I do not believe that a global framework such as that suggested here has yet been

presented to justify and orient such innovations, and nor have its implications been

stressed.

Currently, the practical goal of drug development is approval. This goal drives the intel-

lectual focus: demonstrating (confirming) efficacy. Thus, understanding confirmatory
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study design (primarily how to avoid confounding) and devising and evaluating test

statistics are seen as the intellectually challenging tasks, as, indeed, a glance at the con-

temporary clinical trial or biostatistics literature will confirm. Intellectual issues relevant

to scientific analyses receive much less attention, as is appropriate to a view that sees

scientific studies as subsidiary; as valuable only to the extent that they increase the

efficiency or timeliness of the confirmation step.

The learn-confirm view, in contrast, restores a proper balance. It suggests that the intel-

lectual focus for clinical drug development should be on understanding (i.e., science,

learning). Such methodologic issues as how and when to measure factors on the causal

path from drug input to effect, or how to represent and estimate complex scientific

models are seen to be as important as the methodology of confirmation.

Doing more than lip-service to the importance of science (learning) in contrast to empiri-

cism (confirming) in drug development will require a major paradigm shift for the phar-

maceutical industry. It will require not only new tools (e.g., computer software for the

design and analysis of scientific studies), but a radical change in the structure of pharma-

ceutical pre-clinical and clinical R & D units: A reorientation of thinking cannot be

accomplished without a reorientation of process.

An immediate practical implication, for example, is that scientists must have the major

responsibility for planning and analysing, if not executing, phase 2B. It will be advanta-

geous for those scientists also to be clinicians, but they must first be scientists: while clin-

ical and statistical expertise must be available, the primary basis for planning and inter-

preting learning studies is subject matter science. (Would it be too self-serving to sug-

gest that there already exists a class of clinician-scientists qualified to lead the phase 2B

effort, namely clinical pharmacologists?)

Another, and possibly more disturbing implication of the reorientation is this: one must

accept the consequences of the fact that learning is intrinsically sequential. Phase 2B can-

not be planned in one stroke and all important studies executed in parallel, as the industry

now seems intent on doing, since in a learning mode, the results of one study, in general,

provide the basis for the design of the next (although it is often possible to follow several

parallel sequential paths simultaneously). If this analysis is correct, then a reorientation

towards more long-term thinking will be required before we can embark on a science-

based drug development program.
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It is my belief that despite the sequential orientation of scientific development, it can still

result in less expensive, more rapid approval, and it can certainly yield more thorough

drug evaluation. Regarding the former, Lemmons et al [14], discussing an opioid

anesthetic, point out that all the essential clinical pharmacology can be discovered with a

thoughtful program of PK/PD study in normal volunteers. While their "phase 1-2b" was

sequential, it involved only 2 studies, the first with nine and the second with five

volunteers. Sequential, yes; but far more efficient than most parallel schemes! Admit-

tedly, this is a very unusual case, but one can imagine other cases in which a careful

sequential plan involving only a few key studies can provide sufficient basis for embark-

ing on phase 3. In contrast, presently, many trials are done in phase 2, and many of these

may contribute very little to addressing key developmental questions (Seitz [19] provides

one such example).

There are two other compelling reasons to expect an emphasis on learning to result in

cost savings. First, nothing is so costly as a failed phase 3. To the extent that response

surface information can prevent this, it will be efficient to gather it. A recent example is

tirilazad. Phase 3 trials of this drug in the US may have failed because exposure at the

prescribed dosage, especially for females was inadequate [28]. A key clinical trial of the

use of the drug in subarachnoid hemorrhage [29] showed efficacy in males, but not in

females (who constitute the majority of patients with the condition). But tirilazad, like

other CYP3A4 substrates is metabolized more rapidly in females than males [30], so that

perhaps exposure in females was insufficient, especially in those also receiving

phenytoin, a potent inducer of tirilazad metabolism [31]. If this were so, then a model-

based analysis of these data, allowing for differences between males and females and

between those taking phenytoin and those not so treated might have revealed the signal

that was otherwise lost in the variational noise. We can only speculate on how much

more useful such an analysis might have been had exposure been measured.

Perhaps even worse than delayed approval is a drug approved and marketed in a regimen

that causes serious toxicity, leading to subsequent loss of market share, or even with-

drawal, for lack of response surface information. This was apparently the case with

midazolam, initially marketed at an excessive dose because of inadequate examination of

its PK/PD profile (notably the kinetics of drug effect onset and offset) [32]. Indeed,

Temple [33] documents the relatively common error of marketing drugs at doses that are

greater than ultimately found to be optimal. While serious overdosage, as with
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Midazolam, seldom results, the consequences to a drug’s income stream when unit price

is set based on one dosage and a dose one half that size is found subsequently to be

preferable, are not inconsequential.

In the most spectacular example ever of the potential economic consequences of a careful

examination of PK/PD, Nifedipine XL converted a side-effect plagued immediate release

drug into the most successful cardiovascular drug product of all times. The key, and

unexpected, PK/PD observation that the tachycardia side-effect was exquisitely input-

rate dependent, was made in just 6 carefully studied subjects [34].

Despite the above, given the pressures for greater short-term, rather than long-term think-

ing in our society in general, and in the pharmaceutical industry in particular, the spectre

(even if unjustified) of longer total development time associated with sequential science-

based development may prove a formidable barrier to its acceptance. If so, then it will

fall to a few brave (or foolhardy) R&D managers to judiciously choose some promising

examples to demonstrate the value of a fully science-oriented development strategy, if

value it has, before the rest will follow. Academic clinical pharmacology must be

prepared to rally to the aid of these pioneers.
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